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Abstract

The estimation of the predictive power of transfer functions assumes that the test sites are independent of the modelling sites.

Cross-validation in the presence of spatial autocorrelation seriously violates this assumption. This assumption and the consequences

of its violation have not been discussed before. We show, by simulation, that the expected r2 of a transfer function model from an

autocorrelated environment can be high, and is not near zero as commonly assumed. We investigate a foraminiferal sea surface

temperature training set for the North Atlantic, for which, with cross-validation, the modern analogue technique (MAT) and

artificial neural networks (ANN) outperform transfer function methods based on a unimodal species-environment response model.

However, when a spatially independent test set, the South Atlantic, is used, all models have a similar predictive power. We show that

there is a spatial structure in the foraminiferal assemblages even after accounting for temperature, presumably due to

autocorrelations in other environmental variables. Since the residuals from MAT show little spatial structure, in contrast to the

residuals of unimodal response models, we contend that MAT has inappropriately internalized the non-temperature spatial

structure to improve its performance. We argue that most, if not all, estimates of the predictive power of MAT and ANN models for

sea surface temperatures hitherto published are over-optimistic and misleading.

r 2005 Elsevier Ltd. All rights reserved.
1. Introduction

Positive spatial autocorrelation—the tendency of sites
close to each other to resemble one another more than
randomly selected sites—is a property of most ecological
data (Legendre and Fortin, 1989; Legendre, 1993). The
value of an autocorrelated variable at one site can be
partially predicted from its value at neighbouring sites:
this lack of independence violates the assumptions of
most statistical analyses (Legendre and Fortin, 1989).
Autocorrelation can cause spurious associations (in-
flated Type I errors) between species assemblages and
environmental variables, particularly when the latter is
spatially smooth like sea surface temperature (Lennon,
2000).
e front matter r 2005 Elsevier Ltd. All rights reserved.
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Transfer functions, numeric procedures used to
generate quantitative palaeoenvironmental reconstruc-
tions from modern species–environment training sets,
are an important palaeoecological tool (Birks, 1995),
but the implications of autocorrelation in the modern
training set have been ignored. Typically, the root mean
square error of prediction (RMSEP) or the coefficient of
determination (r2) between the measured and inferred
variable, calculated by some form of cross-validation, is
used to assess the predictive power of a transfer function
and to guide the selection of the best (in a statistical
sense) transfer function model (Birks, 1995). If auto-
correlation is present in the training set, the expected
cross-validation RMSEP and r2 estimates will be over-
optimistic, causing unrealistic estimates of reconstruc-
tion error and inappropriate model choice. In this paper,
we compare the cross-validated estimates of the
predictive power of the N Atlantic foraminiferal sea
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Table 1

Method No.

components/

analogues

Cross-validation S Atlantic test set

RMSEP

(1C)

r2 RMSEP

(1C)

r2

ML 1.53 0.97 1.61 0.93

WA 1.93 0.95 1.73 0.92

WAPLS 5 (1) 1.37 0.97 1.95 (1.73) 0.90 (0.92)

ANN 1.01 0.98 2.01 (1.66) 0.90 (0.93)

MAT 4 (24) 0.89 0.99 1.87 (1.69) 0.93 (0.94)
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surface temperature (SST) training set from Pflaumann
et al. (2003) using different transfer function methods,
and demonstrate that the same relative performance is
expected when predicting simulated random autocorre-
lated variables. We then explore the behaviour of
transfer function methods to discover the cause of
differences in their susceptibility to autocorrelation.
Finally, we use a spatially independent test set to
calculate an unbiased estimate of the RMSEP, which
suggests that all models have similar predictive powers.
Winter-SST RMSEP and r2, for different methods, of the N Atlantic

foraminifera-SST training set (Pflaumann et al., 2003), using cross-

validation or the S Atlantic as a spatially independent test set. Figures

in brackets show the value when the models are optimised for the S

Atlantic. The cross-validation approach we adopted is a modified ten-

fold cross-validation procedure, repeated ten times, with 80% of the

sites in a modelling set, and 10% in both an optimisation and test set.

The optimisation set is used to select the best model, which is tested

with the independent test set. A different ANN model is selected for

each trial, but for WAPLS and MAT the overall best model is chosen.

For the S Atlantic, the data were divided into two sets, one used to

optimise the model, the second as a test set. This was repeated 10 times.

ML was calculated with the constraint that the minimum SST must be

at least �1.75 1C. All transfer function methods were calculated in the

R statistical package (R Development Core Team, 2004): WAPLS was

implemented in R by S. Juggins (pers. comm., 2003); ANN was

calculated using the nnet library (Venables and Ripley, 2002) with a

single hidden layer of between five and 25 neurons.
2. Transfer function performance

We developed transfer functions using five different
numerical methods for the N Atlantic foraminiferal sites
from Pflaumann et al. (2003) to reconstruct winter SSTs.
Three methods are based on the assumption of a
unimodal species–environment response model (max-
imum likelihood Gaussian logit regression and calibra-
tion, ML; weighted averaging, WA; and weighted
averaging partial least squares, WAPLS). Artificial
neural networks (ANN) have no explicit species
response model; and the modern analogue technique
(MAT) has no underlying species response model. The
RMSEP and r2 (Table 1), estimated by ten-fold cross-
validations, was used to select the optimal model
parameters. For further details of the transfer function
methods, see ter Braak (1995), Birks (1995), and
Malmgren et al. (2001).
Under cross-validation, MAT uses few analogues and

outperforms all the other methods. The RMSEP of
methods based on a unimodal response model is about
twice that of MAT, and substantially higher than that of
ANN. This difference in performance has resulted in the
MAT and ANN being frequently used for foraminifera-
SST reconstructions, while the unimodal-based models
are rarely used. The difference in performance of MAT
and ANN, and the unimodal-based models could be
either due to MAT and ANN being inherently more
efficient, or because they are over-fitted due to
autocorrelation structure in the training set.
3. Reconstruction of simulated environmental fields

One of the assumptions behind the use of transfer
functions is that the environmental variable of interest
is, or is highly correlated with, an ecologically (or
perhaps taphonomically) important variable (Birks,
1995). From this, it follows that it should not be
possible to reconstruct variables of no ecological
importance. This can be used to develop a null
hypothesis that the transfer function has no predictive
power, against which a transfer function model can be
tested. If the sites are independent, a model with no
predictive power would be expected to have an r2 near
zero. But what is the expected r2 of a model with no
predictive power if the sites are not independent due to
spatial autocorrelation in the training set?
Spatially structured random variables can be gener-

ated with geostatistical simulation tools. Here, we use
the RandomFields R package (Schlather, 2001) to
generate simulated environmental variables with differ-
ent amounts of autocorrelation. The first case (Fig. 1a)
has no spatial structure, it represents white noise or a
pure nugget variogram; the remaining cases (Fig. 1b–d)
use a modified Gaussian (or stable, with the power
parameter set to 1.8) variogram (Wackernagel, 1995) to
generate smoothly varying variables with an effective
range (which determines the patch size) between 500 and
10000 km. The median performance of transfer function
models, using the N Atlantic foraminifera data set
(Pflaumann et al., 2003), is shown in Table 2. For all
models, the median r2 is close to zero when there is no
autocorrelation, and increases with increasing patch
size. ML and WA have a similar performance; while
WAPLS, ANN and MAT are successively more able to
predict the random variable.
The ability of the transfer functions to reconstruct

autocorrelated random variables implies that real
variables with no ecological significance, provided they
have large-scale spatial structure, can apparently be
successfully reconstructed, with MAT and ANN giving
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Fig. 1. Examples of spacially-structured simulated environmental variables for the N Atlantic with an effective range of a) 0 km (i.e. no

autocorrelation); (b) 500 km; (c) 2000 km; and (d) 10,000, created with a stable variogram model. See text for details.
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the best reconstruction. This could be developed into a
test of the significance of a transfer function: only
models that perform better than simulated data with the
same autocorrelation structure are useful (see Fortin
and Jacquez, 2000). The relative performance of the
different transfer function models mimics their relative
ability to predict winter SST. This suggests MAT and
ANN models have such low RMSEPs because they are
more effective at using the autocorrelation in the
foraminifera SST training set.
4. Spatial structure in the training set

The oceanic environment is highly spatially struc-
tured: many environmental variables are spatially
smooth, at least when averaged over the time period
represented by the surface-sediment foraminiferal sam-
ples (e.g., NODC, 1999), and the presence of spatial
structure in foraminiferal assemblage composition is
clear from species distribution maps (e.g., Pflaumann
et al., 2003). Two factors explain the spatial structure in
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Table 2

Method No

autocorrelation

(Pure nugget)

Stable variogram model with

effective range

500 km 2000km 10000 km

ML 0.00 0.03 0.19 0.55

WA 0.00 0.05 0.19 0.59

WAPLS 0.01 0.08 0.34 0.70

ANN 0.00 0.15 0.56 0.83

MAT 0.00 0.23 0.64 0.89

Median r2 (100 trials) of inferred against simulated environmental

values using different transfer function methods. Simulated environ-

mental variables, with different degrees of spatial autocorrelation, were

produced using the RandomFields R package (Schlather, 2001) on a

fine grid and then interpolated to the core locations. The pure nugget

fields were simulated directly at each site. Transfer function models

were fitted using a modelling set and a 100 site optimisation set to

select the best model parameters. The performance of the transfer

function was then estimated with a 100 site test set. For other

implementation details, see Table 1.
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Fig. 2. Moran’s I correlogram for mean cross-validation residuals for

the N Atlantic foraminiferal-SST training set using five different

transfer function methods. Filled points are significant (po0:01),
assessed by 4999 permutations with progressive Bonferroni correction.
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the assemblage data (Legendre, 1993): spatial structure
in the environmental variable of interest, i.e. SST; and
spatial structure in other ecologically (or taphonomi-
cally) important environmental variables. Variance
partitioning (Borcard et al., 1992) can be used to
determine the relative importance of SST, space (i.e.
non-SST environmental variables) and their covariation.
The existence of trends and other broad-scale spatial
features in data can be found by including polynomials
of latitude and longitude as predictors in a canonical
correspondence analysis (CCA), but this method is
unsuitable for features at a range of different spatial
scales (Borcard and Legendre, 2002). An alternative
approach, developed by Borcard and Legendre (2002)
and Borcard et al. (2004), uses the eigenvectors with
positive eigenvalues from a principal co-ordinates
analysis of neighbour matrices (PCNM) as predictors
in CCA. With this approach spatial structure at all
scales can be investigated. For the PCNM analysis, a
matrix of PCNM variables was created from a matrix of
distances between N Atlantic sites that were truncated at
781 km, the minimum distance that links all sites into a
single network (one Gulf of Mexico site with no
geographically close neighbours was excluded from the
analysis). This procedure created 385 orthogonal
PCNM variables (which represent space); forward
selection in CCA (using CANOCO, ter Braak and
Šmilauer, 2002) with 4999 permutations retained 37 of
these, at the p ¼ 0:01 level with a progressive Bonferroni
correction. The selected PCNM variables mainly repre-
sent the larger spatial patterns. SST independent of
space accounted for 1.8% of the variance in the
assemblage data; covariation between SST and space
accounted for 29.9%; and space independent of SST
accounted for 42.5%. About 25.7% of the variance was
unexplained. Given that SST is highly autocorrelated,
the low amount of the variation that is explained solely
by SST is not surprising, but even if all the variance
explained by the covariation between space and SST is
assumed to be due to SST, pure space (non-SST
environmental variables) explains more of the assem-
blage variability.
If an important autocorrelated predictor is omitted

from a regression analysis, the residuals will be
autocorrelated. The transfer function models developed
above only consider SST, but the PCNM analysis shows
that other autocorrelated variables also influence
foraminiferal assemblages. Therefore, we expect the
transfer function residuals to be autocorrelated. We use
a Moran’s I correlogram (a plot of correlation against
distance; Fig. 2) to find the extent of autocorrelation in
the transfer function model residuals. Autocorrelation
in MAT residuals is lowest and significant over the
shortest range. WAPLS, ML and WA have progres-
sively more autocorrelation, and it is significant over
greater ranges. The autocorrelation that ought to be
present in the MAT residuals is almost absent.
The spatial pattern of analogues selected by MAT

gives further evidence of the importance of non-SST
environmental variables. The difference in SST between
the test sites and their analogues approximately follows
an exponential distribution. If SST was the only
important variable, ignoring the species composition,
the probability that a site is selected as an analogue
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would depend only on the difference in SST between it
and the test site. To test this null hypothesis, we
randomly selected sites as analogues, based only on
the difference in SST weighted by the exponential
density. The expected median distance to an analogue
is 930720 km. This is substantially higher than the true
median distance of 360 km. MAT is selecting analogues
that are substantially closer than expected from SST
alone.
5. Testing transfer functions with a spatially independent

test set

If MAT and ANN outperform the models based on a
unimodal species response because they are inherently
more efficient, they should maintain their skill when
applied to a spatially independent test set. In contrast, if
they improve their performance by utilising the auto-
correlation structure, then they will lose their skill.
Using the S Atlantic as a spatially independent test set,
MAT and ANN models optimised for the N Atlantic
perform worse than ML and WA, and the MAT model
optimised for the S Atlantic test set uses many more
analogues (Table 1). ML and WA performance is
unchanged, while WAPLS performs worse, and the
optimal WAPLS model uses only one component. When
optimised for the S Atlantic, all the transfer function
models have similar performance.
This analysis assumes that the S Atlantic foraminif-

eral assemblages are comparable with those from the N
Atlantic: specifically that the sites are drawn from the
same range of SSTs and other ecologically important
environmental variables; and that the ecological re-
sponses of the taxa in each hemisphere are identical.
Similar assumptions, with time replacing space, are
made when any downcore reconstruction is attempted
(Birks, 1995). Although both hemispheres have the same
morphological species of foraminifera, there are a
number of cryptic species identified by genetic data,
which may differ in their ecological requirements
(Kucera and Darling, 2002). Kucera and Darling
(2002) argue that our inability to identify these cryptic
species increases the error in transfer functions. Since
only some of the cryptic species are known to occur in
both hemispheres (Darling et al., 2000), they will be
responsible for some of the increase in RMSEP.
However, the similar RMSEP of ML and WA with
both cross-validation and the spatially independent
test set suggests that much of the differential perfor-
mance of MAT and ANN is due to defects in these
models rather than inter-hemispheric differences. Quan-
titatively similar results are found if the N Atlantic
training set is split at 401W and the western section used
as a spatially independent test set for the east (data not
shown).
6. Interpretation

The modern analogue technique, perhaps the most
widely used transfer function method in palaeoceano-
graphy, is based on the premise that faunal assemblages
that resemble one another are derived from similar
environments (Prell, 1985). This is quantified by
selecting the k-nearest neighbours in the modelling set,
using an appropriate distance metric, and calculating the
mean of the environmental parameter of interest. This
makes sense intrinsically, but the taxonomic distance
between sites is a holistic measure of environmental
differences, not just SST, determined by the multi-
dimensional niches of the foraminifera. This means that
the best analogues are not only similar in SST, but also
similar for other ecologically important environmental
variables. Since most ocean-environmental variables are
highly autocorrelated, sites that are similar in all
environmental variables are likely to be close to the site
being tested. As these sites will have a similar SST to the
site being tested, this will act to strengthen the apparent
relationship between foraminiferal assemblages and
SST.
In contrast to MAT which finds local structure in the

assemblage data, transfer functions based on a unim-
odal species-environment response model attempt to
find the global component of the variation in the
assemblage data that is correlated with SST. The
similarity of cross-validated and spatially independent
test set RMSEP for both ML and WA suggests that
these methods are relatively robust with regards to
spatial structure in the data. The residuals of both these
methods show significant autocorrelation. WA residuals
are more autocorrelated because of the inevitable edge
effects associated with weighted averaging which cause
poor estimation of the environmental optima of taxa
near the ends of the gradient (ter Braak and Juggins,
1993). WAPLS, an extension of WA (ter Braak and
Juggins, 1993), that uses additional components to
account for residual correlations in the biological data
after fitting a WA model to the environmental variable
of interest, has a lower cross-validation RMSEP than
WA. Some of this improvement is due to the ameliora-
tion of some the edge effects (ter Braak and Juggins,
1993), the remainder is probably due to fitting compo-
nents that account for residuals due to other environ-
mental variables that are influential at particular parts
of the underlying environmental gradient of interest.
Since the optimal model for the S Atlantic test set uses
only one component, and so is equivalent to a WA
model, the extra WAPLS components may not be useful
for predicting outside of the training space.
Artificial neural networks, used by Malmgren et al.

(2001) to reconstruct SSTs, are efficient algorithms for
extracting unknown structure from data. ANN models
are not able to distinguish between the structure of
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interest imposed by SST and the structure generated by
spatial autocorrelations in other variables, and so use
both to minimise the prediction error. ANN models
need careful training to prevent overfitting, the learning
of particular features of the training set, rather than the
general relationship between the variables. This is
normally done by monitoring the performance of the
model in predicting a test set after each learning
iteration, but if the modelling and test set are not
spatially independent, this procedure will allow the
ANN model to learn the particular features of the
training set area. Only a spatially independent test set
can be used to force the ANN model only to learn the
general relationship. For many training sets, a spatially
independent test set will not be available, either because
there is no comparable region, or because it would be
prohibitively costly to sample. In such cases, fitting
ANN models, and models with tuneable parameters
(e.g. MAT, WAPLS), will be difficult. Models without
tuneable parameters, such as ML and WA, are easier to
fit, and provide more robust transfer functions.
7. Implications

Spatial independence has been a neglected assumption
in transfer function development. These results suggest
that autocorrelation is a serious problem for transfer
functions and that MAT, at least when used with
relatively few analogues, may not be the most appro-
priate transfer function method because of its sensitivity
to autocorrelation. The true RMSEP of the Atlantic
foraminiferal-SST training set is approximately double
previously published estimates.
Cross-validation estimates of RMSEP are only valid

for reconstructing the SST of the modern core tops in
the area in which the model was developed. Since
configurations of environmental variables in the sub-
modern ocean will have been only slightly different from
the modern ocean, cross-validation estimates will only
be slightly optimistic. With increasing age, ocean
conditions will resemble modern condition less, and
the spatially independent test set estimates of RMSEP
become more realistic. In the glacial ocean certain
environmental variables, alone or in combination, lay
outside their modern range, for example, pH (Sanyal
et al., 1995). If any of these variables were important in
determining foraminiferal assemblages, then the
RMSEP of a modern spatially independent test set will
be an underestimate as it lacks temporal independence.
RMSEP is only a guide to the precision of a
reconstruction, the true uncertainty of any particular
estimate is unknown.
The argument developed here may apply equally to

other proxy modern training sets. MAT is commonly
used in pollen-climate transfer functions (e.g., Sawada
et al., 2004; Davis et al. 2003). Unfortunately, the
designation of a spatially independent test set for pollen
training sets is difficult because of endemic taxa and
different climatic regimes. The more individualistic
nature of lakes may mean that transfer functions
reconstructing limnological variables, such as pH, are
less prone to autocorrelation issues.
Autocorrelation is not the only way in which the

independence of the test samples can be compromised.
Telford et al. (2004) discuss how failure to ensure
complete cross-validation, geographical weighting of
analogues, and using the test set to optimise transfer
function parameters lead to loss of independence and
hence over-optimistic estimates of RMSEP.
8. Conclusions

Most classical statistical tests assume that observa-
tions are independent (Legendre, 1993), but this
assumption has previously been ignored by users of
transfer functions. Autocorrelation, which causes loss of
independence, is a general property of ecological data
and must be considered when designing and validating
transfer functions. Failure to consider it may result in
inappropriate model choice and over-optimistic esti-
mates of the model’s predictive power. At worst,
autocorrelation will cause models with no predictive
power to apparently have good performance statistics
and encourage their use.
Transfer functions based on a unimodal species–en-

vironment response are more robust to autocorrelation
than MAT or ANN models which are likely to over-fit
the data unless a spatially independent test set is
available to help model selection.
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