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Transfer function training set sites close to each other tend to have similar species assemblages and
environmental conditions in both oceanic and terrestrial data sets. This is unremarkable, but as this lack
of independence between sites violates the assumptions of many statistical tests, it has severe conse-
quences for transfer function evaluation, possibly resulting in inappropriate model choice and
misleading and over-optimistic estimates of a transfer function’s performance. In this paper, we develop
a simple graphical method to test if spatial autocorrelation affects a training set, develop a Monte Carlo
geostatistical simulation as a null model to test the significance of transfer functions in autocorrelated
environments, and introduce a cross-validation scheme that is more robust to autocorrelation. We use
these tests to show that some recently-published transfer functions have no predictive power, and
strongly recommend the use of these tests to make transfer functions more robust to autocorrelation.

� 2008 Elsevier Ltd. All rights reserved.
1. Introduction

Quantitative reconstructions of environmental variables from
microfossil assemblages using transfer functions have given
important insights into palaeoceanographic changes (e.g., CLIMAP,
1984; Kucera et al., 2005) and terrestrial climate (e.g., Viau et al.,
2006). A range of transfer function methods has been used to
reconstruct many environmental variables from a variety of
microfossils. For example, planktonic foraminifera have been used
to reconstruct summer and winter sea-surface temperature (SST)
(Pflaumann et al., 2003); ice cover (Sarnthein et al., 2003);
productivity (Ivanova et al., 2003); and carbonate-ion saturation at
the sea floor (Anderson and Archer, 2002). Dinoflagellate cysts (de
Vernal et al., 2005) and diatoms (De Sève, 1999) have both been
used to reconstruct summer and winter SST, sea-surface salinity
and ice cover. Sejrup et al. (2004) used benthic foraminifera to infer
benthic temperature and salinity. Pollen has been used to recon-
struct summer and winter temperatures, precipitation (Seppä and
Birks, 2001) and sunshine (Fréchette et al., 2008). The validity of
these reconstructions is dependent on the numerical methods used
and on the quality of the modern training set. Many authors have
investigated the properties of transfer function methods and issues
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of modern training set design (e.g., Birks, 1995; Kucera et al., 2005;
Malmgren et al., 2001; ter Braak, 1995), but the importance of
spatial autocorrelation has been neglected until recently (Telford
and Birks, 2005).

The recognition of the influence of spatial structure on transfer
functions, particularly in the marine environment and for pollen–
climate relationships, requires a re-evaluation of the procedures
used to evaluate transfer functions. Telford and Birks (2005) argue
that spatial structure in environmental variables causes cross-
validated estimates of transfer function prediction power to be
over-optimistic, and can result in an inappropriate model choice. At
worst, environmental variables with no ecological relevance can
appear possible to reconstruct; Telford and Birks (2005) illustrate
this by demonstrating that simulated autocorrelated environ-
mental variables can have apparently impressive performance
statistics. In this paper, we extend this demonstration into a test of
transfer function predictive power.

The statistical model behind transfer functions is that the
species assemblage matrix Y is some function f(.) of the environ-
mental variable(s) of interest, X, plus a residual error term 3.

Y ¼ f ðXÞ þ 3 (1)

The function f(.) is then ‘inverted’ to estimate the unknown
environment x0 from fossil sample y0 (ter Braak, 1995). Alterna-
tively, inverse models can be used, skipping the inversion step

X ¼ gðYÞ þ 3 (2)

mailto:richard.telford@bjerknes.uib.no
mailto:john.birks@bio.uib.no
mailto:john.birks@bio.uib.no
www.sciencedirect.com/science/journal/02773791
http://www.elsevier.com/locate/quascirev


R.J. Telford, H.J.B. Birks / Quaternary Science Reviews 28 (2009) 1309–13161310
Both types of model assume that the residuals are independent.
Autocorrelation in the residuals complicates the estimation of the
form of f(.) or g(.) if X is also autocorrelated. If the residuals’ auto-
correlation is ignored, it will appear possible to incorporate some of
this structure in the function, which will be more complex than is
realistic, while appearing more precise. In short, autocorrelation
can encourage overfitting of statistical models.

Different types of processes can cause the species assemblage
data to be autocorrelated (Legendre, 1993): processes intrinsic to
the biotic data Y, such as provincialism or long-distance pollen
transport, which will tend to degrade transfer function perfor-
mance; autocorrelation in the environmental predictor variables X;
and autocorrelation in nuisance environmental variables which
contribute to the residuals, 3.

In this paper we briefly review how autocorrelation can be
detected and described, and then develop a method to test if
environmental variables can be reconstructed, and introduce
a more robust cross-validation scheme.
2. Data sets

In this paper, we analyse transfer functions developed to
reconstruct (1) pH from diatoms in lakes in the NE United States
(Dixit et al., 1999); (2) benthic salinities from the Nordic Sea benthic
foraminifera data set (Sejrup et al., 2004); (3) summer sea-surface
temperature (SST) from a N Atlantic planktonic foraminifera
training set derived from Pflaumann et al. (2003); (4) summer
salinity from the high-latitude dinoflagellate cyst data set
(de Vernal et al., 2005); and (5) July sunshine and temperature from
Arctic pollen assemblages (Fréchette et al., 2008). In each case we
use the same species assemblage data and environmental variables
as the original data, and make the same transformations of the
biotic data (following Fréchette (personal communication), three
duplicate observations were deleted from the Arctic pollen data-
base, yielding a total of 828 sites).
3. Detecting and describing autocorrelation and its affects

There are several statistical tools for describing spatial structure
in the environmental predictors, including Mantel tests, Moran’s I
and Geary’s C correlograms, and empirical variograms (Legendre
and Legendre, 1998). Perhaps the most useful of these is the
empirical variogram, a plot of half the squared difference between
two observations against their distance in space, averaged for
a series of distance classes, as theoretical variogram models can be
fitted to help describe them.

A simple tool is needed to detect if a transfer function is
affected by autocorrelation, and give an appreciation of the
severity of the affect. This can be done by comparing the perfor-
mance of the transfer function as the training set size is reduced
by deleting sites at random, and by deleting sites geographically
close to the test site in cross-validation. Reducing the number of
observations in a training set will tend to worsen the performance
statistics as the pool of potential analogues decreases. If the
training set is autocorrelated, deleting geographically close sites
will preferentially delete the best analogues, and be more detri-
mental to the performance statistics than random deletion. If the
observations are independent, deleting a given proportion of them
should have the same effect regardless of how they are selected.
The training set could be stratified before random deletion to
guarantee that the range of the environmental variable is retained.
However, with large data sets, almost the full gradient will usually
be retained even without stratification, and any omission will
degrade performance, making the test conservative, so we adopt
this procedure.

A comparison of the performance with random or neighbour-
hood deletion is simple and provides an intuitive indication of
autocorrelation in the training set, but does not differentiate
between the different mechanisms that generate autocorrelated
species data. If the species data are autocorrelated just because
the environmental variable being reconstructed is autocorrelated,
then the residuals would be independent, and the assumptions of
transfer functions would be met, but removing neighbouring sites
would still degrade performance as the most similar environ-
ments would be preferentially lost. To guard against misdiagnos-
ing this benign case of autocorrelation, we measure model
performance when sites are deleted according to their environ-
mental proximity (on the environmental variable being recon-
structed) during cross-validation, deleting as many potential
analogues as were deleted from the neighbourhood zone for each
test site. If performance deteriorates more when geographical
neighbours are deleted than when environmental neighbours are
deleted, the performance loss relative to the random deletion
cannot just be because the environmental variable being recon-
structed is autocorrelated.

We applied this test to all six transfer functions considered
here (Fig. 1), using the modern analogue technique (MAT) with
five analogues. The response of all the transfer functions to
random deletion is similar: the performance deteriorates, at
a progressively increasing rate, as the fraction of sites deleted
increases. The performance is worse with neighbourhood deletion
than random deletions for every transfer function, indicating that
nearby sites are not equivalent to a random set of sites, i.e. there is
spatial autocorrelation. Although all transfer functions are affected
by autocorrelation, the magnitude of its impact, shown by the
difference in the amount of deterioration for a given reduction in
training set size, varies substantially. Deleting sites from the
diatom–pH training set in a 200 km neighbourhood a round the
test site reduces the average number of analogues available by
28%; the deterioration in performance is almost the same as when
that many sites are deleted at random (Fig. 1a). For the other
transfer functions, neighbourhood deletions removing just 1–2%
of the potential analogues give a reduction in performance
equivalent to removing 75% of sites at random. Except for the
diatom–pH transfer function, model performance is worse when
geographical neighbours are deleted than when the same number
of sites is deleted according to environmental distance.

Except for the diatom–pH transfer function, the deterioration in
performance when 1–2% of sites are deleted is alarming, both in
terms of the proportion of sites needed to be deleted at random to
give equivalent performance, and, for some of the transfer func-
tions, the magnitude of the deterioration. This, and the relative
importance of geographical and environmental neighbours show
how important nearby sites can be for the performance of the
modern analogue technique in strongly autocorrelated training
sets. The notably different behaviour of the diatom–pH transfer
function reflects the weak autocorrelation (quantified below) in
this training set: two adjacent lakes can have a very different pH,
whereas ocean temperature or salinity at nearby sites is typically
very similar.

The large drop in r2 for some transfer functions when neigh-
bours are deleted demonstrates that, contrary to the assertion of
Fréchette et al. (2008), the modern analogue technique is not
methodologically and statistically robust in spatially autocorre-
lated training sets. Fréchette et al. (2008) used a test with a similar
motivation to ours to attempt to demonstrate that autocorrelation
does not affect their pollen–climate transfer functions. They
deleted up to three out of four sites, ordered by latitude, and
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Fig. 1. Plot showing effect on transfer function r2 of deleting sites at random (mean of 10 trials; open circles); from the geographical neighbourhood of the test site (filled circles); or
that are environmentally most similar (crosses) during cross-validation for different training sets: (a) diatom–pH (Dixit et al., 1999); (b) N Atlantic planktonic foraminifera–summer
SST (Pflaumann et al., 2003); (c) benthic foraminifera–salinity (Sejrup et al., 2004); (d) dinoflagellate cyst–salinity (de Vernal et al., 2005); (e) pollen–percent July sunshine and
(f) pollen–July temperature (Fréchette et al., 2008). Distances give the radius of the neighbourhood used. The modern analogue technique with five analogues is used in all cases.
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compared the performance statistics, using the deleted sites as the
test set. They found that even if 75% of the sites are deleted, the
performance statistics of their pollen–sunshine transfer function
are only slightly affected, and conclude that spatial autocorrelation
does not affect the root mean squared error of predictions
(RMSEP) in MAT. This analysis suffers from two critical flaws: first,
using the deleted sites as the test set largely retains the spatial
dependence between the test and training set; and second,
deleting sites ordered by latitude will only remove neighbouring
sites in a one-dimensional data set, not from their two-dimen-
sional training set.

The plot of performance with random, neighbourhood, and
environmental deletion gives a useful indication of potential
problems with autocorrelation in a transfer function, but cannot
test if the models have any predictive power. Another technique,
developed below, is needed to do that.
4. Which environmental variables can be reconstructed?

Most authors argue that an environmental variable can be
reconstructed if there is a high correlation (r2) between the
measured and predicted variable, and a low RMSEP relative to
the length of the environmental gradient. The null hypothesis that
the transfer function has no predictive power is rarely explicitly
tested. Most authors apparently assume that, under the null model,
the expected r2 is near zero and are satisfied that their result is
significantly higher than this. This assumption is only valid if the
value of the environmental variable of interest at one training set
site is independent of its value at other sites. If it is spatially auto-
correlated, the expected r2 can be far larger than zero. For example,
Telford and Birks (2005) demonstrate that for the N Atlantic fora-
minifera training set (Pflaumann et al., 2003), the expected r2 of
a simulated environmental variable with an effective range, or
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patch size, of 10,000 km is 0.89 using the modern analogue tech-
nique. An r2 this high would normally be used as evidence that the
variable can be reconstructed. However, in this case we know that
these simulated variables have no ecological relevance and cannot
meaningfully be reconstructed. We suspect some published
reconstructions may be likewise invalid; the apparent good
performance of the transfer functions under cross-validation being
an artefact of the spatial autocorrelation in the environmental data.
To determine which variables can be meaningfully reconstructed,
the test of the null hypothesis that the model has no predictive
power needs to be modified to allow for spatial autocorrelation.

Fortin and Jacquez (2000) suggest two randomisation proce-
dures for testing a null hypothesis when the data are spatially
autocorrelated. The first is to map the species and environmental
data separately, and then slide the environmental map over the
species map into a random position and recalculate the test
statistic. This is only readily applicable if the observations are on
a grid; an arrangement that few, if any, training sets have. The
second technique, which Fortin and Jacquez (2000) recommend, is
to simulate environmental variables with the same autocorrelation
structure as the measured data and recalculate the test statistic. The
transfer function has statistically significant predictive power, at
p¼ 0.05, if the observed value of the test statistic (here we use r2)
exceeds 95% of the simulations. We adopt this approach and use it
to determine whether (1) lake pH can be reconstructed from a NE
United States diatoms training set (Dixit et al., 1999); (2) benthic
salinities can be reconstructed from the Nordic Sea benthic fora-
minifera data set (Sejrup et al., 2004); (3) if the N Atlantic forami-
nifera training set derived from Pflaumann et al. (2003) can
reconstruct summer SST; (4) if summer salinity can be recon-
structed from the high-latitude dinoflagellate cyst data set (de
Vernal et al., 2005); and (5) if temperature and sunshine can be
reconstructed from Arctic pollen assemblages (Fréchette et al.,
2008).

There are three steps in this procedure. The first is to find the
spatial structure in the environmental variable of interest using an
empirical variogram. The second is to select and fit a theoretical
variogram model. Finally, unconditional Gaussian simulation
(Wackernagel, 2003) is used to generate a spatially structured
random variable with the same spatial structure as the original
data. We use the gstat package (Pebesma, 2004) in R (R Develop-
ment Core Team, 2008) for most of these calculations.

Two pre-processing steps are necessary before the empirical
variogram can be calculated. First, we need the distances between
sites. These cannot be calculated directly from latitude and longi-
tude, since the meridians converge at high-latitude. We could
calculate great circle distances, but for simplicity, we use a sinu-
soidal projection, to project the sites onto a plane (Banerjee, 2005).
All map projections involve some distortion, but distance errors are
less for equal-area projection, such as the sinusoidal, than they are
for conformal projections, for example the Mercator, which
preserve angles. Second, unconditional Gaussian simulation can
only produce realistic alternative realisations of the environmental
field if the original environmental data follow a Gaussian distri-
bution. Non-Gaussian distributions must first be transformed, for
example, by taking logarithms: we use the more flexible approach
of Hermite polynomials (Wackernagel, 2003) to transform the data
into a Gaussian distribution when necessary. Hermite transformed
variables are back-transformed before being used in the transfer
functions.

The simulations used below to test the predictive power of
transfer functions are dependent on the variogram being modelled
correctly. Incorrect specification of the variogram model may result
in the test being too liberal, or too conservative. Three aspects of the
variogram need to be considered, the behaviour at short distances,
the range over which observations are dependent, and the variance
at this range, known as the sill (Fig. 2a). The behaviour at short
distances is probably most critical, as transfer functions most
affected by autocorrelation select many of their analogues from
spatially close sites. Automated fitting by a least squares procedure
can estimate suitable values for the variogram parameters, but their
behaviour, especially at short distances (up to a few 100 km for
a continental-scale training set), needs to be checked. Different
theoretical variogram models have different shapes: Matern family
models (which include the exponential and Gaussian) have
a parabolic shape near the origin; circular and spherical models
approach the origin linearly.

One key assumption of geostatistics is that the variable is
stationary, i.e. that the difference between observations depends
only on their geographical separation. This assumption is not
satisfied for ocean data: much of the environmental variability is
encapsulated in oceanic fronts, whereas gyres have only small
environmental gradients. Our geostatistical simulations will not
capture this structure, but instead will show more uniform gradi-
ents. This is not ideal, but regardless of this and other difficulties in
selecting the best variogram model, we believe that using any
reasonable model is preferable to making the assumption that the
observations are independent.

4.1. Diatom–pH transfer function

The diatom training set compiled by Dixit et al. (1999) includes
241 diatom assemblages from lakes in the NE United States and
associated lake chemistry including pH. pH is weakly autocorre-
lated in this data set: the nugget variance, the variance at zero
distance, is a large fraction of the sill variance (Table 1, Fig. 2a). The
r2 between inferred and observed pH, using the modern analogue
technique, is greater, by a considerable margin, than the r2 of all of
the 999 simulations. The diatom–pH transfer function is statisti-
cally significant at the p¼ 0.001 level, indicating that pH can be
reconstructed from this training set.

4.2. Benthic foraminifera–salinity transfer function

The benthic foraminifera training set compiled by Sejrup et al.
(2004) contains 298 observations taken from between 30 and
500 m water depth from the NW European margin. Salinity is
strongly autocorrelated in this data set (Table 1, Fig. 2b). The r2

between inferred and observed salinity using a two component
weighted averaging partial least squares (WAPLS; ter Braak and
Juggins, 1993) model (following Sejrup et al., 2004), is exceeded by
0.9% of the simulations: the benthic foraminifera–salinity transfer
function is marginally statistically significant at the p¼ 0.01 level. A
one-component WAPLS model, equivalent to a simple weighted
averaging model, has a slightly higher RMSEP and lower r2, but is
exceeded by only 0.4% of the simulations.

4.3. Planktonic foraminifera–SST transfer function

There are 739 N Atlantic observations in the planktonic fora-
minifera data set compiled by Pflaumann et al. (2003). The summer
SST variogram lacks a sill (Fig. 2c): the geographical range of the
data is not sufficient for SST at distant sites to be independent.
Although the shape of the variogram suggests a power model, this
variogram model is unbounded, which is unrealistic (on a global
scale SST variance is finite). Instead we fit a Matern model, which is
smooth at the origin, and reaches a sill outside the range of our
variogram (Table 1). The r2 between inferred and observed SST,
using the modern analogue approach, is exceeded by 0.2% of the
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Fig. 2. Variograms with fitted variogram models for (a) pH for the diatom data set; (b) salinity for the benthic foraminifera data set; (c) summer SST for the N Atlantic planktonic
foraminifera data set; (d) August sea-surface salinity for the dinoflagellate cysts data set in the Atlantic and Arctic (solid circle and line) and Pacific (open circles and dashed line);
(e) July temperature and (f) sunshine in the Arctic pollen dataset.
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simulations. The foraminifera–SST transfer function is statistically
significant at the p¼ 0.001 level.

4.4. Dinoflagellate–salinity transfer function

The dinoflagellate training set compiled by de Vernal et al.
(2005) includes 940 observations from both coastal and open ocean
settings in the Pacific, Arctic and N Atlantic Oceans and the Medi-
terranean Sea. It presents more severe methodological problems
than the three previous examples. One key assumption of
Table 1
Performance of transfer functions with observed and simulated environmental variables

Data set Transfer function Hermite
transformed

Variogram
model

Nugget R
k

Dixit et al.
(1999)

Diatom–pH No Spherical 0.41

Sejrup et al.
(2004)

Benthic
foraminifera–salinity

Yes Spherical 0

Pflaumann et al.
(2003)

Planktonic
foraminifera–
summer SST

Yes Matern, k¼ 1.7 0.02 8

de Vernal et al.
(2005)

Dinoflagellates–
August salinity

Yes Atlantic and
Arctic: Spherical

0.03 5

Pacific: Spherical 0
Mediterranean:
Spherical

0

Fréchette et al.
(2008)

Pollen–July
temperature

No Spherical 0 2

Fréchette et al.
(2008)

Pollen–July sunshine No Matern, k¼ 1.4 0
geostatistics is that the variable is stationary, that is, the difference
between observations depends only on their geographical separa-
tion, not on their location. Salinity in the dinoflagellate training set
does not satisfy this assumption: salinity, at least in the training set,
has different autocorrelation structures in the different water
bodies in the data set (Table 1, Fig. 2d). If we ignore these differ-
ences, the simulated salinity fields would have a higher variance in
the Mediterranean Sea and Pacific Ocean than the measured data.
We avoid this problem by simulating the salinity in the Atlantic and
Arctic Oceans separately from simulations of the Pacific Ocean and
.

ange,
m

Partial
sill

Transfer
function

No. of
analogues/
components

Observed
r2

Simulations
r2 range

% Trials
exceeding
observed r2

240 0.20 MAT 5 0.78 0.00–0.06 0

848 1.66 WAPLS 2 0.78 0.07–0.87 0.8
WAPLS 1 0.73 0.05–0.80 0.3

120 11.8 MAT 5 0.979 0.22–0.986 0.2

096 1.37 MAT 5 0.89 0.22–0.91 12

507 1.09
674 0.52

336 18.1 MAT 5 0.85 0.37–0.85 0

890 50 MAT 5 0.81 0.59–0.91 34
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the Mediterranean Sea, and then adjusting the mean of the Pacific
and Mediterranean simulations so that border sites shared with the
Atlantic/Arctic simulation have the same salinity after centring and
back-transformation. The r2 between inferred and observed
salinity, using the modern analogue technique is exceeded by 12%
of the simulations: the dinoflagellate–salinity transfer function is
not statistically significant. This analysis supports the conclusions
of Dale (2001) and Telford (2006), who criticised this transfer
function on ecological and statistical grounds, respectively.

4.5. Pollen temperature and sunshine transfer function

Fréchette et al. (2008) compiled a data set of 828 pollen sites
from Arctic Canada and Greenland and developed transfer func-
tions for July and January temperatures, annual precipitation and
July sunshine using the modern analogue technique. Here we just
consider July temperature and sunshine. As is typical for climate
fields, both variables are strongly autocorrelated (Table 1, Fig. 2e
and f).

The r2 between inferred and observed July temperature, using
the modern analogue approach, is greater than all of the simula-
tions. The pollen–temperature transfer function is statistically
significant at the p¼ 0.001 level. This is evidence that July
temperature can be reconstructed from pollen assemblage data.

The analyses for July percent sunshine are less encouraging. The
r2 between inferred and observed sunshine, using the modern
analogue approach, is exceeded by 34% of the simulations. There is
no evidence that percent sunshine can be reconstructed from
pollen assemblage data. The ecological importance of sunshine is
undeniable, but the ecological relevance of the percentage of the
maximum possible sunshine a site receives is dubious: sites at
different latitudes but with the same percent sunshine will receive
different amounts of photosynthetically active radiation (PAR) as
day length and solar elevation will vary.

5. A robust cross-validation scheme

Problems with autocorrelation arise because test sites are
dependent on the training sites during cross-validation. If the
geographical separation between the test case and the training set
could be increased, the test set could become independent of the
training data, and give an unbiased estimate of transfer function
performance. Ideally we would recommend using a geographically
separate area as a test set, for example, Telford and Birks (2005) use
South Atlantic foraminifera sites as an independent test set for a N
Atlantic training set. Unfortunately, geographically independent
test sets are not available for many training sets, or their suitability
is questionable, with potentially different environmental condi-
tions or endemic taxa.

A more generally applicable solution is required. Here we
recommend an approach analogous to h-block cross-validation
developed by Burman et al. (1994) for time series analysis and used
by Thompson et al. (2008) in a vegetation–climate transfer func-
tion. In h-block cross-validation, the observation for which
predictions are being made is omitted from the training set, along
with h observations on either side to prevent the influence of
autocorrelation. We propose that, along with the test observation,
observations within h–km are omitted from the training set during
cross-validation. The problem is to choose the optimal value of h: if
h is too small, autocorrelation will remain and bias the performance
statistics; if h is too large, too many observations are excluded and
performance statistics will be unduly pessimistic. We propose that
the appropriate value of h is the range of a variogram of the
residuals from Eq. (1), as this indicates the distance over which
autocorrelation in the residuals, which causes the problems, occurs.
We have to estimate the range of the unknown true residuals as the
range of the transfer function residuals. This range is transfer
function method dependent; methods robust to autocorrelation,
such as weighted averaging, will typically have more, and more
realistic, spatial structure in the residuals and should be used to
estimate the range. The tendency of transfer functions to over-
estimate at the low end of the environmental gradient, and
underestimate at the high end, will appear as spatial structure in
the residuals. This is a model artefact that needs to be removed, for
example by detrending or using LOWESS, before the range is
estimated.

We compare the results of h-block and leave-one-out cross-
validation for all the training sets used above, using both MAT and
WAPLS (Table 2). We allowed MAT to choose a much larger number
of analogues than commonly used. We set h as the range of
a circular variogram model fitted to the LOWESS-detrended resid-
uals of a weighted averaging model. The detrended diatom–pH
residuals are not autocorrelated, so h is set to 0 km and h-block and
traditional leave-one-out cross-validation are identical. For all the
other transfer functions, h-block cross-validation reports a much
worse RMSEP and, in most cases, selected a model with lower
variance (more MAT analogues, fewer WAPLS components). The
RMSEPs of the pollen–sunshine, benthic foraminifera–salinity, and
dinoflagellate–salinity transfer functions are as large as the stan-
dard deviation of the environmental variable they attempt to
reconstruct, or almost so, i.e. they perform little or no better than
using the mean of the environmental variable as an estimate. This
supports the results of the null model test developed above which
showed that the pollen–sunshine and dinoflagellate–salinity
transfer functions do not perform significantly better than chance,
and the benthic foraminifera–salinity model is only marginally
significant.

In all cases except the diatom–pH training set, MAT outperforms
WAPLS, often considerably so, under conventional leave-one-out
cross-validation. With h-block cross-validation, WAPLS outper-
forms MAT in two out of three strongly significant transfer
functions.

6. Discussion

Some transfer functions failed our null model test. This does not
necessarily imply that the environmental variables they attempt to
reconstruct are not ecologically important, just that there is
insufficient information in the training set to demonstrate this. The
problem is the paucity of real replication, as opposed to pseudo-
replication, despite the large number of sites in some of the training
sets. True replication requires multiple, geographically separate
examples of each set of environmental conditions (or equivalently
biotic assemblages). True replication may be difficult to attain for
training sets in autocorrelated environments, as increasing the
geographical size of the training sets enough to achieve environ-
mental replication may make them so large that dispersal limita-
tions cause provincialism in the biota. If replication cannot be
achieved, transfer functions should be used with caution, and only
if there is independent, for example experimental, information that
the environmental variable being reconstructed is ecologically
important, and species optima are realistic.

The null model procedure developed above tests if transfer
functions are statistically significant; it cannot determine if they
are useful. Statistical significance is a minimal prerequisite of
utility, not synonymous with it. The practical value of a transfer
function can be judged by comparing the RMSEP with the
magnitude of the expected environmental change it is required to
reconstruct. A transfer function with an RMSEP of 2 �C may be
useful for determining glacial–interglacial climate change, but is of



Table 2
Root mean squared error of predictions (RMSEP) for different transfer functions using MAT and WAPLS calculated with leave-one-out (LOO) cross-validation and h-block
cross-validation.

Transfer function Standard deviation
of environmental
variable

Method Leave-one-out cross-validation h-block cross-validation

Best No. of
analogues/components

RMSEP h, km LOO model
RMSEP

Best No. of analogues/
components

Best model
RMSEP

Diatom pH 0.77 MAT 5 0.37 0 0.37 5 0.37
WAPLS 1 0.36 0.36 1 0.36

Planktonic foraminifera–
summer SST

8.33 �C MAT 6 1.19 �C 1319 3.02 �C 8 3.01 �C
WAPLS 5 1.69 �C 2.77 �C 7 2.72 �C

Benthic foraminifera–
salinity

0.37 MAT 3 0.14 228 0.39 50 0.33
WAPLS 2 0.17 0.34 1 0.34

Dinoflagellate–salinity 4.47 MAT 4 1.82 2316 5.37 240 4.41
WAPLS 3 2.72 5.17 1 4.32

Pollen–July temperature 3.54 �C MAT 6 1.33 �C 285 1.84 �C 10 1.83 �C
WAPLS 3 1.79 �C 2.08 �C 4 2.03 �C

Pollen–July sunshine 5.27% MAT 4 2.30% 2622 7.98% 360 6.82%
WAPLS 3 3.62% 9.67% 1 9.01%

The optimal number of analogues, and the minimum adequate number of WAPLS components are shown.

R.J. Telford, H.J.B. Birks / Quaternary Science Reviews 28 (2009) 1309–1316 1315
limited value for reconstructing Holocene variability. The h-block
cross-validation scheme, by providing a more realistic estimate of
the model’s performance in autocorrelated environments, offers
a better guide to the model’s utility. Since the performance
statistics calculated with h-block cross-validation will typically be
lower than leave-one-out cross-validation, there may be some
reluctance to use this technique. While understandable, this
scepticism is misplaced: if we are to rely on transfer functions to
generate temporally distant reconstructions, they must be able to
demonstrate that they can reconstruct spatially remote modern
sites.

In training sets with strong autocorrelation, for example those
developed to reconstruct oceanic variables or climate from pollen,
MAT typically outperforms all other models and is thus frequently
used. In contrast, in weakly autocorrelated training sets, for
example those developed for limnological variables, MAT is infre-
quently used, as it rarely outperforms all other models by a large
margin; more usually its performance is roughly equivalent to
other models. It is extremely unlikely that there are biological
differences that can account for the difference in relative perfor-
mance of transfer functions between weak and strongly auto-
correlated environments. A more likely explanation is that MAT,
which finds the local rather than global fit between the species and
the environment, is not robust to autocorrelation, and therefore
should be avoided if the training set is strongly autocorrelated.
7. Other approaches

Since Telford and Birks (2005) raised the potential problems
with transfer functions in autocorrelated environments, several
authors have introduced methods attempting to test for, or correct
for, the influence of autocorrelation. We discussed work of Fréch-
ette et al. (2008) above, and will review other developments here.

Guiot and de Vernal (2007) claim that the conclusions of Telford
and Birks (2005) regarding autocorrelation are ‘‘not unequivocal’’.
They reach this conclusion after dividing the N Atlantic planktonic
foraminifera training set of Kucera et al. (2005) into four parts: the
extreme warm and cold ends of the gradient; and the remaining
sites randomly assigned either to a calibration or validation set.
Guiot and de Vernal (2007) argue that the hot and cold data sets are
‘‘truly independent’’ despite many of the observations being less
than 200 km from observations in the calibration set, a distance
much shorter than the range of the residuals of a weighted aver-
aging model. They then compare transfer function performance
with the validation set and the two extreme sets and report that the
results are not ‘‘fundamentally different’’. This may be a useful test
of how well the models perform under extrapolation, but it is
inappropriate to investigate the effects of spatial autocorrelation.
A useful spatially independent test set needs first to be spatially
independent, and second to have environmental conditions rep-
resenting the range of conditions in the calibration set, not selected
to be different.

Thompson et al. (2008) use the modified t-test developed by
Dutilleul (1993) to test if the correlation between the observed and
predicted environmental variable is significant. Since the observa-
tions in a sample of an autocorrelated variable are not independent,
they do not contribute a full degree of freedom each. Dutilleul’s
(1993) modified t-test corrects for the number of degrees of
freedom available when calculating the significance of the corre-
lation between two variables. While the test will reduce the
number of degrees of freedom available, and so reduce the signif-
icance of the correlation, it is not clear that this test is appropriate
for evaluating transfer functions. The test is designed for inde-
pendently measured variables, whereas the transfer function’s
predictions of modern values are numerically dependent on the
observed modern values. A transfer function that efficiently uses
the spatial patterns in the training set could, in principle, generate
predictions for an ecologically irrelevant variable that appear to
have a significant correlation with the observations even using the
modified t-test. Preliminary tests using MAT to reconstruct 10
simulated environmental variables with the same autocorrelation
structure as percent sunshine in the Arctic pollen data set of
Fréchette et al. (2008) realised this fear. A conventional t-test finds
the correlation between the simulated environmental variables and
its reconstructed values to be highly significant in all 10 cases. The
modified t-test reduces the number of degrees of freedom drasti-
cally in each case (from 826 to between 2 and 53), and the asso-
ciated p-value is much higher. But it was still significant at the
p¼ 0.05 level in eight out of 10 cases (all 10 at p¼ 0.1).

The large Type I error indicates that Dutilleul’s (1993) modified
t-test is not suitable for testing transfer functions. Related tech-
niques that estimate the effective number of observations (e.g.,
Griffith, 2005) may be useful to highlight any discrepancy between
the real and effective number of observations in a training set,
which would indicate a potential problem with autocorrelation.
This approach merits further investigation.
8. Conclusions

Since Imbrie and Kipp (1971) introduced quantitative palaeo-
environmental reconstructions for sea-surface temperatures,
transfer functions have been developed for a tremendous variety of
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environmental variables and proxies, using an increasing variety of
statistical methods. Unfortunately, these developments have taken
place without due consideration of the influence of spatial auto-
correlation on transfer functions, and some of these transfer
functions, with apparently good performance statistics, have no
predictive power. This represents a serious challenge to the
palaeoecological community, as reconstructions derived from
transfer functions without predictive power are spurious and
cannot be meaningfully interpreted.

This paper introduces a simple graphical tool to evaluate the
influence of autocorrelation on transfer functions; a null model test
of transfer function predictive power; and a modified cross-vali-
dation scheme that generates more realistic estimates of transfer
function performance. We recommend that these tools should be
used and reported when new transfer functions are developed.
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